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Introduction: Harness First 
Building practical decision models has always included two parts:  

- The model itself: a rule-based and/or optimization-based decision service. 
- The harness (also called a scaffold):  everything wrapped around the model to make it useful as a 

decision service (an agent), including a graphical user interface for the end user.  

Many experts in decision modeling now agree that in the real-world decision-making the harness 
matters more than the model and its underlying solvers. Decision optimization practitioners, who 
learned this lesson from real-world experience, have been especially quick to accept this view. For 
example, see the posts by  Adam DeJans Jr. and Adam Baitch. 

I believe the model and the harness are both important and closely interrelated, but it makes sense to 
start with the harness because it clarifies how end users will use the model at runtime. The harness 
determines what functionality end users need and what input they provide when the model searches for 
the best decisions. In particular, end users may specify additional constraints and preferences that 
matter at a particular decision point, and the model must be able to support those requirements.  

Thanks to recent LLM advances, developing a harness is much easier. End users can now state new 
constraints and preferences in plain English, with no need for complex graphical interfaces.  

In this article, I demonstrate these points by comparing how we built a sufficiently complex decision 
model (solver plus harness) in 2020 with how we can build it today.  

Problem Description and Submitted Solutions 
As a demonstration problem I selected a well-known decision model called "Doctor Planning" presented 
as a DMCommunity’s April-2020 Challenge:    

https://lnkd.in/p/g6E4Qh7j
https://medium.com/@adambaitch/the-model-vs-the-harness-which-actually-matters-more-59dd3116bb31
https://dmcommunity.org/challenges/2020-04-doctor-planning/


 

The upper part of this problem description defines the model functionality: 

• The fixed structure of the week schedule: workers covering seven days and three shifts.  

• Hard constraints 1-4. 

The lower part gives examples of additional constraints and preferences that an end user may enter when 
preparing a schedule for the next week. These constraints belong to the harness and cannot be 
hardcoded in the model. Moreover, they suggest that end users can add similar or entirely new 
constraints at runtime. 

Six decision models were submitted in 2020, and Adam DeJans Jr. submitted one more last month. All 
but one of these models focus mainly on the solver and combine the model with the harness.  

In the preface to my 2020 solution, I wrote: “This challenge shows a real problem with many Decision 
Optimization services in general: researchers usually concentrate on the most difficult algorithmic part 
and limit themselves to this part only. Why not provide a complete solution with a friendly data entry, nice 
displaying of the optimization results? It’s usually done for big (well-funded) projects. But in the modern 
world, why not make our decision services commonly available as AWS Lambda or other types of 
microservices? Then people can actually start using such services.”  

https://dmcommunity.org/challenges/2020-04-doctor-planning/
https://dmcommunity.org/resources/articles/2026-08-22-doctor-planning-highs-milp/
https://openrules.blog/2020/04/22/building-a-live-worker-scheduler/


My 2020 Worker Scheduler 
I wanted to build something practical that real-world schedulers could use to solve many similar, or 
much more difficult, worker scheduling problems. So, in 2020, I already insisted on the importance of the 
harness and started my development by building a powerful, user-friendly GUI that talks to a remote REST 
service, which builds a correct schedule based on current availability and constraints.  

I quickly implemented a working Worker Scheduler that is not limited to doctors or to the particular 
working preferences of the workers. I wanted to build something practical that can be used by real-world 
schedulers to solve many similar or much more difficult worker scheduling problems. I spent most of my 
time on the GUI that looked as below: 

 

This GUI allowed an end user to manually assign, block, or free different shifts for different workers. But 
to limit the number of nights a worker can work, I needed to add a special settings view  to let a user enter 
preferred limits to be used in the hard-coded constraints.  

Initially, my scheduling service was still a stub, but within two days I had a working system and the 
correct scalable architecture in place even before creating the actual model. Building this harness 
clarified what my model and the corresponding scheduling service needed to do, and which functionality 
belonged in the user interaction, and which belonged in the model. 

Having such a harness in place allowed me to clearly separate concerns between the harness (GUI) and 
the model (scheduling service). The user's ability to graphically mark which shifts are free, blocked, or 
already assigned showed that the worker availability constraints, described in the lower part of the 
problem definition above, belong to the input coming from the GUI. At the same time, the seven-day, 
three-shift schedule with constraints 1-4, described in the upper part of the problem definition, belongs 
to the model.  



This understanding essentially simplified the transformation of my scheduling service stub into the real 
thing. 

My 2026 Worker Scheduler 
What really changed in 2026 compared with 2020?  

The decision model development approach is the same: build the harness first, and the decision 
service will follow. However, LLM advances have dramatically simplified the user interaction part. 
Instead of the sophisticated GUI I had to build manually in 2020, I can now use an off-the-shelf AI 
Assistant that can formulate problem-specific worker availability constraints from plain English, execute 
the scheduling service, and present the results in any desired format, including formats similar to my old 
GUI.  

This means the harness can be developed almost for free, and its functionality can advance as the 
decision service functionality advances.  

What Else Changed? 

The latest Rule Solver now supports a new expression language that allows a business analyst to place 
optimization constructs inside decision tables, much as they would place business rules. With this in 
mind, let's look at my new scheduling service implementation. 

Decision Harness with an AI Assistant 
Instead of the GUI used in 2020, this time I decided to use the OpenRules AI Assistant with a natural 
language interface to communicate with the scheduling decision model. It works directly with the latest 
decision model understanding all its capabilities and expressing all additional constraints in plain 
English. Let’s look at the example of the dialog that solves the problem specified in the challenge, It also 
gives an end user much more power to add last minutes constraints. And can be done without any 
changes in the underlying decision model! 

 

https://openrules.ai/rule-solver/
https://openrules.ai/openrules-ai-assistant/


 



 
 

 
 



 



 

 

 

 



 

Decision Model 
Now I will describe the decision model that supports this AI-based dialog. I will start with the table 
“DecisionModelDescription” that describes in a plain English what our model does and how an AI 
Assistant can communicate additional constraints:  

  



 

The last part of the “DecisionModelDescription” tells an AI Assistant how to interpret different additional 
constraints. Note that expressions such as 

Fleming_1_3 = 0 

Golgi_3_1 = 1 

sum( FlemingNightShifts ) <=2 

are not hard coded inside the decision model but are valid constraint expressions for the OpenRules 
expression language. The decision model should only guarantee that the variables Fleming_1_3,  
Golgi_3_1, and FlemingNightShifts are defined. 

 

 

 

 

 



Now let’s look at the Glossary that is always the central point of any OpenRules decision model: 

 

So, we have a Facility with Workers. Each Worker along with a unique Name has seven WorkDays. Each 
WorkDay has a day number Day and WorkShifts. Each WorkShift has a shift number Shift and 
ShiftStatus that can be OFF (0) or ON (1). 

The following data tables define 7 workdays and 3 work shifts: 

 

 Upon each request, our decision model will receive the worker names and will create an initial schedule 
using this table: 

 
 



OpenRules decision models that use Rule Solver usually define two main tables: “Define” for the 
problem definition and “Solve” for the problem resolution. Here is our problem definition:  
 

  
 
After the model invokes the initialization rules described in the “Initialize” table above, it creates all 
Worker Day Shift decision variables, posts all structural constraints on them, and creates variables to 
support the additional constraints.  
 
Defining Unknown Decision Variables 
First, we need to define our decision variables, with possible values of 0 or 1 for all Shift Statuses. We can 
do this in the following table, which has three embedded loops iterating over all Workers, all WorkDays, 
and all WorkShifts: 
 

 

I defined the unique variable name WorkerDayShift in the Glossary using the formula 
{{Name}}_{{Day}}_{{Shift}}. For instance, for the worker Fleming, the proper variable names are 
Fleming_1_1, Fleming_1_2, etc.  

Posting Constraints 

We have three types of constraints: 

- Worker night shift constraints 
- Shift coverage constraints 
- No more than one shift constraints 
- Weekend constraints. 

Posting Night Shift Constraints 

https://openrules.ai/rule-solver/


The following table implements all constraints of the rule: "If a worker works the night shift, they either get 
the next day off or work the night shift again." For all Workers, all WorkDays, and all WorkShifts it posts the 
constraint “{{PreviousNightShift}} + {{WorkerDayShift}} <= 1”. Since each worker can work at most one 
shift per day, the sum of the previous night shift and the current night shift cannot be more than 1 . 

 
 
Posting Shift Coverage Constraints 

The constraint "Each shift every day should have one and only one worker" has been implemented in the 
following decision tables: 

 

 

 

For each "day" from 1 to 7 and each "shift" from 1 to 3, the first table executes two tables:  



• "CreateDayShiftWorkersArray": defines an array "D{{day}}S{{shift}}Workers" of all possible workers 
for this day and this shift, e.g., D1S2Workers 

• "PostDayShiftWorkersConstraints": states that the sum of all variables in the array above should 
be exactly 1. 

 

Posting Worker-Shift Constraints 

The constraint “A worker cannot work more than one shift per day” has been implemented in the 
following decision tables: 

 

 

 

 

Posting Weekend Constraints 

The constraint “A worker either works both weekend days or neither” has been implemented in the 
following decision tables: 

 



 

 

 

Creating Worker Shift Counts 

To support additional optional constraints, we need to create, for each worker, counts of the worker’s 
night shifts and total shifts. The following tables do this:  

 

 

 

 



 

Problem Resolution 

The "Solve" table usually uses predefined methods, such as "SolverFindSolution," "SolverMinimize," or 
"SolverMaximize," to find a feasible or optimal solution. In this problem, we will look for a feasible 
solution that satisfies all structural and additional constraints.  

After a solution is found, we need to save the found values back to ShiftStatus for each WorkDay and 
each Worker. We can do this using the following decision table:  

 

And finally, the standard problem resolution table “Solve” looks like below:  

 

This completes our decision model. 

Note. With one click, I can deploy this model as a REST service (for example, as an AWS Lambda 
function), and the resulting AI agent will work directly with any major agentic AI assistant, such as 
ChatGPT Codex or Claude Code. 

 

https://openrules.ai/ai-agents-overview/
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